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Figure 1: Graphical abstract. County-level 2020 presidential returns from the MIT Election Data and
Science Lab are merged by five-digit FIPS code with American Community Survey (ACS) 2016-2020 five-year
demographic estimates. An ordinary-least-squares model with state-clustered robust standard errors relates
the Republican two-party vote share to five county covariates; out-of-sample generalization is evaluated on
ten held-out states.

Executive Summary

This report models the county-level Republican share of the two-party presidential vote in 2020 as a
function of five demographic covariates drawn from the U.S. Census Bureau’s American Community
Survey (ACS) 2016-2020 five-year estimates: the percentage of adults holding at least a bachelor’s
degree, median household income, the percentage of residents who are non-Hispanic white, population
density, and median age. County returns were obtained from a FIPS-keyed compilation of the MIT
Election Data and Science Lab (MEDSL) County Presidential Election Returns 2000-2020 data,
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and the three source files (election returns, ACS demographics, and the Census Gazetteer land-area
file) were joined on standardized five-digit FIPS codes. The merge retained 3,111 counties, or
98.7% of participating election jurisdictions; the only systematic non-matches were Alaska’s forty
state-legislative districts, which have no county-level demographic analogue.

A single ordinary-least-squares (OLS) specification explains 64.6% of the cross-county vari-
ance in the Republican two-party share (R? = 0.6455). Every predictor is statistically significant
even after inference is hardened with state-level cluster-robust standard errors, which are
2.3-6.1 times larger than their classical counterparts—a direct quantification of the spatial au-
tocorrelation that pervades electoral geography. After placing all predictors on a common scale,
the two dominant drivers are educational attainment (each additional standard deviation of the
bachelor’s-degree share is associated with a 8.5-percentage-point decrease in Republican share) and
racial composition (each additional standard deviation of non-Hispanic white share is associated with
a 8.4-percentage-point increase). Higher population density and higher median age are associated
with lower Republican share, while higher income—once education and race are held fixed—is
weakly associated with higher Republican share.

To assess genuine out-of-sample performance, the fifty states were shuffled under a fixed random
seed (42) and partitioned into a 40-state training set (2,433 counties) and a 10-state test set (678
counties). Training on the former and predicting the latter yields a held-out R? of 0.4494 and
a root-mean-squared error (RMSE) of 0.1022. The gap between in-sample and held-out fit
reflects the difficulty of extrapolating across unseen state political cultures rather than overfitting of
the five-parameter model. All code, the merged county table with predictions, and the fitted results
accompany this report and reproduce the reported numbers exactly.

1 Introduction

The geography of American presidential voting has become steadily more legible from demographic
data. Over the past two decades, scholars have documented a realignment in which educational
attainment, racial composition, and population density have emerged as the structural axes along
which counties sort into partisan camps [Sides et al., 2018, Rodden, 2019, Grossmann and Hopkins,
2024]. The 2016 election crystallized a diploma divide: white voters without a college degree moved
sharply toward the Republican nominee while college-educated whites moved the other way, breaking
a long era of comparatively uniform swings across education groups [Sides et al., 2018, Mutz, 2018|.
In parallel, a density divide has hardened into one of the most reliable regularities in electoral
geography, with Democratic vote share rising almost monotonically with population density and
Republican strength concentrating in low-density, rural places [Rodden, 2019, Scala and Johnson,
2017, Bishop, 2008]. Underlying this geography is a decades-long process of residential and social
sorting, in which the physical and social distance between groups reinforces divergent local political
cultures [Bishop, 2008, Enos, 2017]. The 2020 election, held under the extraordinary conditions of a
pandemic and record turnout, largely reproduced and in places intensified these cleavages [Albrecht,
2022].

This report asks a deliberately circumscribed and reproducible question: how much of the
cross-county variation in the 2020 Republican two-party vote share can be accounted for by a small,
interpretable set of demographic covariates, and how well does such a model generalize to counties
in states it has never seen? The exercise is not an attempt to identify causal effects—the ecological
fallacy warns that aggregate associations need not mirror individual behavior [Robinson, 1950, King,
1997)—but rather a descriptive and predictive characterization of the demographic structure of



Technical Report County-Level Determinants of the 2020 Republican Vote

the 2020 vote. Framed this way, the study sits within a well-established tradition of county-level
electoral modeling that relates vote share to Census-derived measures of education, race, income,
and rurality [Albrecht, 2022, Monnat and Brown, 2017, Scala and Johnson, 2017].

Two data resources make such an analysis possible at national scope. The first is the MEDSL
County Presidential Election Returns 2000-2020 collection, a curated, FIPS-keyed record of official
county returns that has become the standard substrate for quantitative election research [MIT
Election Data and Science Lab, 2018, Baltz et al., 2022]. The second is the ACS, the Census
Bureau’s continuous household survey, whose five-year estimates pool sixty months of interviews to
deliver stable, small-area demographic measurements for essentially every U.S. county [U.S. Census
Bureau, 2020]. Pairing the 20162020 ACS vintage with the 2020 election aligns the demographic
window with the electoral outcome it is meant to describe.

The methodological contribution of this report lies less in the model class—a five-predictor OLS
regression is intentionally simple—than in the care taken with three issues that routinely compromise
county-level electoral analyses. First, counties must be merged across sources on a code (FIPS) that
has drifted over time and that different providers zero-pad inconsistently; we document an explicit
harmonization protocol. Second, the raw predictors live on wildly incompatible scales (percentages,
dollars, persons per square mile, years), so we transform and standardize them to make effect sizes
comparable and to expose the true conditioning of the design. Third, and most consequentially,
counties are nested within states whose residuals are strongly correlated; ignoring this clustering
produces standard errors that dramatically overstate precision [Moulton, 1990, Cameron and Miller,
2015]. We address each in turn and then quantify how much the substantive conclusions depend on
these choices.

2 Data

2.1 Election returns

County-level results for the 2020 presidential election were drawn from a FIPS-keyed compilation
of the MEDSL returns comprising 3,152 county-equivalent jurisdictions, each carrying Republican
and Democratic vote totals and a five-digit county FIPS identifier [MIT Election Data and Science
Lab, 2018]. The authoritative MEDSL file on the Harvard Dataverse (DOI 10.7910/DVN/VOQCHQ)
is distributed behind an interactive Guestbook that blocks anonymous programmatic download; the
compilation used here is built directly from the MEDSL returns and official state canvasses and
carries exactly the fields the analysis requires (county FIPS, Republican votes, Democratic votes,
total votes). Because only the 2020 contest is aligned with the 2016-2020 ACS window, a single
election year is sufficient. The modeling target is the two-party Republican share,

votesGOP

i
J— , 1
Yi voteszGOP + votesPEM ( )

which removes third-party voting from the denominator and yields a quantity bounded in (0, 1) that
is comparable across counties of very different turnout.

2.2 Demographic covariates

Demographic covariates were taken from the ACS 2016—2020 five-year estimates at the county
summary level (SUMLEVEL 050), retrieved from the Census Bureau’s keyless table-based Summary
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File for the 2020 vintage [U.S. Census Bureau, 2020]. Five-year estimates are the appropriate ACS
product for county-scale analysis because they pool sixty months of interviews to control sampling
error in small and rural counties [U.S. Census Bureau, 2020]. Nine raw ACS variables were combined
into the five modeling covariates summarized in Table 1. Educational attainment is the share of
the population aged 25 and over holding a bachelor’s degree or higher; racial composition is the
non-Hispanic white share of total population (built explicitly from table B03002, following the
Census construct of race combined with Hispanic origin); income and age are the ACS median
household income and median age; and rurality is proxied by population density, computed as
total population divided by the county land area (in square miles) obtained from the 2020 Census
Gazetteer file.

Table 1: Definitions of the modeling target and the five demographic covariates. ACS table codes refer to
the 2016-2020 five-year estimates.

Variable Definition Source / construction

gop_two_party_share Republican share of the two-party vote, Eq. (1) MEDSL county returns

(target)

pct_bachelors_plus 100x(B15003_022E+4023E+024E+025E)/B15003_ AT$H315003 (education)

pct_nh_white 100 x B03002__003E/B01003__001E ACS B03002, B01003

log_median_hh_incomdn(B19013_001E) ACS B19013

log_pop_density In(B01003_001E/ALAND_SQMI + 1) ACS B01003, Gazetteer
land area

median_age B01002_001E (years) ACS B01002

Table 2 reports the distribution of the analysis variables across the 3,111 modeled counties. The
county-level Republican two-party share averages 0.66 with a wide spread (from 0.06 to 0.97),
reflecting the deep partisan heterogeneity of American counties. The predictors are markedly skewed
on their native scales—median household income ranges over a factor of nearly seven and population
density over five orders of magnitude—motivating the logarithmic transformations discussed in
Section 3.

Table 2: Descriptive statistics for the analysis sample (n = 3,111 counties). Income is in nominal dollars
and density in persons per square mile; both enter the model on the natural-log scale.

Variable Mean SD Min Median Max

GOP two-party share 0.6600 0.1600 0.0600 0.7000 0.9700
% bachelor’s or higher 22.6100 9.7200 0.0000 20.2000 79.1400
% non-Hispanic white 76.0500 19.9500 0.9700 83.2500 100.0000
Median household income ($) 54890.1100 14 609.6500 22 292.0000 52712.0000 147 111.0000
Population density (/mi?) 274.6600  1806.9300 0.1700 45.4100  71908.2400
Median age (years) 41.6000 5.4500 22.2000 41.4000 68.0000

3 Methodology

3.1 Merging counties by FIPS code

The three source files were harmonized on the five-digit county FIPS code (state FIPS in the first two
digits, county FIPS in the last three). Three operations ensured a clean join. First, every identifier
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was coerced to a five-character, zero-padded string so that codes with leading zeros—for example,
Alabama’s Autauga County (01001) or any Connecticut county (state FIPS 09)—were not silently
truncated by numeric parsing. Second, a small set of historical FIPS corrections was applied
so that codes retired or renamed after the source vintages still align: 46113 — 46102 (Shannon
County renamed Oglala Lakota County, South Dakota, in 2015), 02270 — 02158 (Wade Hampton
renamed Kusilvak Census Area, Alaska), and 51515 — 51019 (the dissolved independent city of
Bedford, Virginia, folded into Bedford County). Third, county-equivalents in non-participating
territories—Puerto Rico, Guam, American Samoa, the U.S. Virgin Islands, and the Northern
Mariana Islands (state FIPS 60, 66, 69, 72, 78)—were removed from all files.

An inner join on the harmonized key retained 3,112 counties, a merge rate of 98.7% of
participating election jurisdictions and 99.0% of ACS counties. The unmatched records fall into two
documented, expected classes. The forty election records with no demographic match are Alaska’s
state-legislative districts (FIPS 02901-02940): Alaska uniquely reports presidential results by
house district rather than by borough or census area, so these rows have no county-level ACS or
Gazetteer analogue and are necessarily excluded. The corresponding thirty-one Alaska boroughs
and census areas in the ACS and Gazetteer files likewise have no election match. A single further
county, Jeff Davis County, Texas (48243), was dropped because its ACS median household income
was disclosure-suppressed and returned as a negative sentinel (“jam”) value. After treating these
sentinel codes as missing and dropping the affected row, the final analysis sample comprises
3,111 counties with no missing values in the target or any predictor.

3.2 Variable transformations

Two predictors were log-transformed to tame the extreme right skew visible in Table 2. Median
household income enters as In(income), so that its coefficient measures the change in Republican
share per unit change in log-dollars—approximately a proportional rather than absolute income
effect. Population density enters as In(density + 1); the +1 offset accommodates the handful of
essentially unpopulated counties whose density rounds toward zero, and the log scale converts a
variable spanning five orders of magnitude into a well-behaved, near-linear predictor, consistent with
the empirical finding that partisanship varies roughly linearly in log-density rather than raw density
[Rodden, 2019]. Educational attainment, racial composition, and median age enter untransformed
because they are already expressed as bounded percentages or a naturally scaled quantity.

3.3 Predictor standardization

Because the transformed predictors still occupy incompatible units—percentage points, log-dollars,
log-persons-per-square-mile, and years—their raw coefficients cannot be compared as effect sizes.
Fach predictor was therefore z-score standardized to mean zero and unit sample standard deviation
before fitting, following the standard practice of scaling regression inputs so that coefficients
express the response to a one-standard-deviation shift [Gelman, 2008]. Two properties of this
reparameterization deserve emphasis. It is purely linear and invertible, so it changes neither the
fitted values, the R?, nor any predictive metric—only the scale on which coefficients and their
standard errors are reported. And it dramatically improves the apparent conditioning of the design:
the model’s condition number falls from 5.5 x 103 on the raw scale to 2.69 after standardization,
confirming that the large raw value was a scaling artifact rather than a symptom of harmful
multicollinearity. Crucially, in the out-of-sample exercise the standardization uses training-set
means and standard deviations applied to the test set, so that no information from the
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held-out counties leaks into the fitted transformation.

3.4 Ordinary least squares with cluster-robust standard errors

The model is the linear specification
yi = Bo+ B120MC + Pazf M 4 Bzt 4 20005 4 5520 4 gy, (2)

where y; is the Republican two-party share of county ¢ and each z; is a standardized predictor.
Coefficients are estimated by ordinary least squares. Reporting classical OLS standard errors
here would be misleading, however, because counties are nested within states and their residuals
are strongly spatially correlated: a model that under-predicts Republican strength in one Utah
county tends to under-predict it in the next. When a regression’s residuals are correlated within
groups, classical standard errors are biased downward, sometimes severely, inflating t-statistics
and understating uncertainty [Moulton, 1990, Cameron and Miller, 2015, Abadie et al., 2023]. We
therefore compute state-level cluster-robust (sandwich) standard errors, clustering on the
fifty states, using the heteroskedasticity- and cluster-consistent covariance estimator that generalizes
the classic robust estimator of White [1980] to grouped data [Liang and Zeger, 1986, Cameron and
Miller, 2015, MacKinnon et al., 2023]. With fifty clusters the asymptotics underlying cluster-robust
inference are comfortable [MacKinnon et al., 2023]. All standard errors, t-statistics, p-values, and
95% confidence intervals reported below are cluster-robust; the classical values are retained only to
quantify the degree of understatement.

3.5 Out-of-sample evaluation by state

In-sample R? rewards a model for fitting the very counties used to estimate it and can flatter a
specification that would generalize poorly. To obtain an honest estimate of predictive performance
we adopt an out-of-sample split at the level of states rather than counties [Stone, 1974, James
et al., 2021]. Splitting by state, rather than randomly across counties, is the more demanding and
more honest test: because residuals cluster geographically, a random county-level holdout would
leave near-duplicates of test counties in the training set and inflate measured performance. Under
a fixed seed (numpy default generator, seed 42) the fifty states were shuffled and partitioned into
40 training states (2,433 counties) and 10 test states (678 counties). The ten held-out
states are Alabama, Arizona, Arkansas, Florida, Illinois, Indiana, Iowa, North Dakota, Oregon,
and Wisconsin—a geographically and politically diverse set spanning the South, Mountain West,
industrial Midwest, and Pacific Northwest. The model in Eq. (2) was refit on the training counties
(with predictors standardized using training-set statistics), and predictions were formed for the test
counties. We report the held-out coefficient of determination and RMSE,

1

Ttest

Zietest (yl — y2)2

R .=1- _
Zietest (yz - ytest)

00Ss

= RMSE = J > (yi — )2 (3)
1€test
The analysis was implemented in Python with pandas for data management [McKinney, 2010],
NumPy [Harris et al., 2020] and SciPy [Virtanen et al., 2020] for numerics, statsmodels for OLS
estimation and cluster-robust covariance [Seabold and Perktold, 2010], scikit-learn for evaluation
utilities [Pedregosa et al., 2011], and Matplotlib for figures [Hunter, 2007]. The complete script
and the merged prediction table accompany this report.
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4 Results

4.1 In-sample fit and coefficients

Fit to all 3,111 counties, the model in Eq. (2) explains 64.6% of the cross-county variance in
the Republican two-party share (R? = 0.6455, adjusted R? = 0.6449), with an overall F-statistic of
1,130.8 (p =~ 0) and an in-sample RMSE of 0.097. Table 3 presents the coefficients in both their
raw (native-scale) and standardized forms, alongside classical and state-clustered robust standard
errors. Interpreted on the native scale, the signs are those the realignment literature would predict:
a higher non-Hispanic white share and higher (log) income are associated with a higher Republican
share, whereas higher educational attainment, higher (log) population density, and higher median
age are associated with a lower Republican share [Sides et al., 2018, Rodden, 2019, Albrecht, 2022].

Table 3: In-sample OLS estimates (n = 3,111). “Raw coef.” is on the native predictor scale; “Std. coef.” is
the change in Republican two-party share per 41 standard deviation of the predictor. Standard errors are
shown both classically and with state-level clustering; the final column is the ratio of robust to classical SE.
All p-values use the robust SE.

Predictor Raw coef. Std. coef. Classical SE Robust SE Robust/Cl. p (robust)
Intercept —0.3100 0.6611 0.1037 0.3720 3.59x 0.40

% bachelor’s or higher —0.0088 —0.0855 0.0003 0.0007 2.57x 1.7 x 10740
% mnon-Hispanic white 0.0042 0.0839 0.0001 0.0006 6.13x 1.1 x 10711
Median hh income (log) 0.1071 0.0269 0.0099 0.0400 4.06% 7.4 %1073
Population density (log) —0.0319 —0.0524 0.0013 0.0064 5.00x 4.9 x 1077
Median age —0.0046 —0.0250 0.0004 0.0009 2.28x 6.5 x 1078

The standardized coefficients in the third column, being on a common scale, rank the predictors
by strength and are the correct basis for comparing effect sizes. The two dominant drivers are
educational attainment and racial composition, whose magnitudes are nearly identical and opposite
in sign: a one-standard-deviation increase in the bachelor’s-degree share (about 9.7 percentage points)
is associated with an 8.5-percentage-point decrease in Republican share, while a one-standard-
deviation increase in the non-Hispanic white share (about 20 percentage points) is associated with
an 8.4-percentage-point increase. Population density follows at —0.052, and log income (+0.027)
and median age (—0.025) are the weakest, though still highly significant, contributors. Figure 2
visualizes these standardized effects with their state-clustered 95% confidence intervals; the clean
separation of the education and race effects from zero, and from the middle of the pack, is the
central substantive finding.
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Standardized effect of demographic predictors
on 2020 GOP two-party vote share
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Figure 2: Standardized OLS coeflicients with state-clustered robust 95% confidence intervals. Each point
is the estimated change in the 2020 Republican two-party share per one-standard-deviation increase in the
predictor. Educational attainment (most negative) and non-Hispanic white share (most positive) are the
strongest and most sharply estimated effects; the dashed line marks zero.

4.2 Classical versus cluster-robust inference

The most methodologically important pattern in Table 3 is the systematic gap between classical and
cluster-robust standard errors. Accounting for the within-state correlation of residuals inflates the
standard errors by factors of 2.3 to 6.1. The effect is largest for the two variables whose values
are themselves geographically clustered: the non-Hispanic white share (robust SE 6.13x larger) and
log population density (5.00%), followed by log income (4.06x). Median age, which varies more
idiosyncratically from county to county, is least affected (2.28x). This is precisely the “Moulton
problem”: when regressors and residuals are correlated within groups, classical OLS standard errors
materially understate sampling uncertainty and overstate statistical significance [Moulton, 1990,
Cameron and Miller, 2015, Abadie et al., 2023]. The practical reassurance is that even under the
far more conservative robust standard errors, all five predictors remain significant at p < 0.01,
so the substantive conclusions survive the correction; what changes is the honesty of the reported
confidence intervals, which widen by roughly a factor of two-to-six and should be the ones cited.

4.3 Out-of-sample predictive performance

Refitting the model on the 2,433 counties in the 40 training states and predicting the 678 counties
in the 10 held-out states yields a held-out R? of 0.4494 and an RMSE of 0.1022 (Eq. 3). In
words, when the model is confronted with counties in states it has never seen, its predictions of the
Republican two-party share are typically within about ten percentage points of the truth, and it
accounts for roughly 45% of the between-county variance in those states. Figure 3 plots the actual
against predicted values for the test counties; the cloud tracks the 45-degree line without gross
systematic bias, though it fans out at the extremes, where the linear demographic model cannot
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capture the full range of observed Republican shares.

Out-of-sample fit (test states)
R~2=0.449, RMSE=0.102, n=678
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Figure 3: Out-of-sample fit for the 678 counties in the ten held-out test states (R? = 0.449, RMSE = 0.102).
Each point is a county; the dashed line is the 45-degree line of perfect prediction. The model tracks the
central tendency well but under-disperses at the extremes.

The drop from an in-sample R? of 0.65 to a held-out R? of 0.45 is informative rather than
alarming. A five-parameter linear model has little capacity to overfit 2,433 observations, so the gap
reflects genuine extrapolation error: state-specific political cultures, candidate effects, and local
demographic idiosyncrasies that a national demographic model cannot know about when an entire
state is withheld. The training-set R? of 0.676 is close to the full-sample value, confirming that the
estimates are stable to which counties are used to fit them.

4.4 Where the model fails, and why

Inspecting the largest out-of-sample errors is diagnostic. The model’s worst under-predictions of
Republican strength cluster in heavily Hispanic South Florida—most conspicuously Miami-Dade
County, where the actual 2020 Republican two-party share of 0.46 far exceeded the model’s prediction
of 0.21—reflecting the sharp rightward shift of Cuban- and Venezuelan-American voters that a “non-
Hispanic white share” covariate cannot represent. Its worst over-predictions of Republican strength
occur in Native American-majority counties such as Sioux County, North Dakota (actual 0.24
versus predicted 0.59) and Menominee County, Wisconsin (actual 0.18 versus predicted 0.52), where
a low non-Hispanic white share leads the model to expect Democratic-leaning outcomes of the wrong
magnitude and where reservation political behavior departs from the national demographic pattern.
These failures are not defects of estimation but of specification: collapsing all non-white populations
into the complement of a single “non-Hispanic white” variable erases politically decisive distinctions
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among Black, Hispanic, and Native American communities. They are exactly the ecological-inference
cautions that aggregate covariates cannot recover heterogeneous within-group behavior [Robinson,
1950, King, 1997].

5 Discussion

The headline result—that five demographic covariates account for roughly two-thirds of the in-
sample and nearly half of the out-of-sample variance in county Republican vote share—confirms,
at national scope and with hardened inference, the demographic legibility of the contemporary
American vote that qualitative and case-study work has emphasized [Sides et al., 2018, Rodden,
2019, Grossmann and Hopkins, 2024]. The near-symmetric dominance of educational attainment
and racial composition is the quantitative signature of the two cleavages most discussed in the
post-2016 literature: the diploma divide and the racial sorting of the parties [Sides et al., 2018, Mutz,
2018, Abramowitz and McCoy, 2019]. That population density adds a substantial, independently
significant negative effect even after education, race, income, and age are held fixed echoes the
“density divide” that Rodden [2019] and Scala and Johnson [2017] identify as a structural, and not
merely compositional, feature of American electoral geography.

The comparatively weak partial effect of income deserves comment. On its own, county median
income is negatively correlated with the Republican share (wealthier counties lean Democratic), yet
conditional on education, race, and density its coefficient turns modestly positive. This sign reversal
is a textbook illustration of why the raw bivariate story about income and voting is misleading and
why the state-level analyses of Gelman et al. [2007] distinguish so carefully between rich individuals,
rich counties, and rich states. Once the college-educated, dense, diverse character of high-income
counties is absorbed by the other covariates, what remains of income is a weak conservative pull
consistent with a classic pocketbook gradient. Median age contributes a similarly modest negative
effect, with older counties leaning slightly less Republican once rurality and race are controlled.

Methodologically, the clearest lesson is the magnitude of the correction that spatial clustering
demands. Reporting classical OLS standard errors would have overstated the precision of every
coefficient by a factor of two to six and, for a less robust set of predictors, could easily have
manufactured spurious significance. The strong performance of the education and race effects despite
the correction is what licenses confidence in them; conversely, an analyst who found only classical
significance for a marginal predictor in data this spatially structured should treat that finding with
deep suspicion [Moulton, 1990, Cameron and Miller, 2015, Abadie et al., 2023]. The state-level
out-of-sample design reinforces the same discipline from the predictive side: by refusing to let the
model memorize a state and then be graded on that same state, it reports a generalization number
that a random county holdout would have flattered.

5.1 Limitations

Several limitations bound the interpretation of these results. First and most fundamentally, this
is an ecological analysis: the coefficients describe associations among county aggregates and
cannot be read as individual-level effects without risking the ecological fallacy [Robinson, 1950,
King, 1997]. Second, the residual diagnostics in Figure 4 reveal mild departures from the
OLS ideal. The residual variance widens somewhat toward the center of the fitted range (mild
heteroskedasticity, only partly addressed by the robust covariance), and the residual distribution is
slightly left-skewed and modestly heavy-tailed (skewness ~ —0.28, kurtosis ~ 3.24). With more than

10
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three thousand observations the central limit theorem keeps the OLS estimates unbiased and the
inference asymptotically valid, but the non-normality signals genuine nonlinearity and heterogeneity
that a strictly linear model does not capture.

Residuals vs. fitted values (in-sample OLS)

0.3 1

0.2 4

0.1+

0.0

Residuals

-0.1

-0.2 1

—-0.3 1

—0.4

T T T T T T
0.0 0.2 0.4 0.6 0.8 1.0
Fitted values

Figure 4: In-sample residuals versus fitted values. The residuals are centered near zero across the fitted range
with no gross curvature, but their spread is mildly non-constant and the distribution is slightly left-skewed
and heavy-tailed—evidence of nonlinearity and unmodeled heterogeneity rather than of biased estimation.

Third, the single “non-Hispanic white share” covariate is a blunt instrument for racial composition,
as the Miami-Dade and reservation-county failures in Section 4 make vivid; a specification that
separately measured Black, Hispanic, and Native American shares would almost certainly fit better
and would avoid systematically mispredicting minority-majority counties of different kinds. Fourth,
the analysis treats ACS point estimates as fixed, ignoring their (sometimes sizeable) margins of error
in small counties; propagating that measurement uncertainty would widen the honest confidence
intervals further [U.S. Census Bureau, 2020]. Fifth, the model omits potentially informative
covariates—religiosity, industrial and occupational structure, migration, and prior partisan lean—
whose inclusion the rural-politics literature shows can matter substantially [Monnat and Brown,
2017, Albrecht, 2022].

5.2 Future directions

The limitations point to concrete extensions. The mild nonlinearity and heteroskedasticity motivate
generalized additive models (GAMSs) or spline-based specifications that would let the education,
density, and age effects bend rather than assume strict linearity, and robust or quantile regression
would reduce the leverage of the heavy-tailed counties. Disaggregating race into separate Black,
Hispanic, and Native American shares would target the most damaging specification error directly.
Because the residuals remain spatially structured even after clustering, an explicitly spatial model—
a spatial-lag or spatial-error specification, or a multilevel model with state and region random
effects—would both improve fit and provide a more principled account of the geographic dependence
than clustered standard errors alone. Finally, incorporating ACS margins of error through a
measurement-error or hierarchical Bayesian framework would let the analysis report uncertainty
that honestly reflects both sampling variability in the vote and estimation error in the demographics.
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5.3 Reproducibility

Every number in this report is reproducible. The random seed (42) fixes the state shuffle; OLS estima-

tion and the cluster-robust covariance are deterministic. The accompanying merged_county_predictions.csv
contains all 3,111 counties with their FIPS codes, raw and transformed covariates, train/test as-
signment, and both in-sample and out-of-sample predictions, and the modeling script regenerates

the coefficients, the fit statistics, and all three figures from the merged inputs. Because predictor
standardization is a linear, invertible reparameterization, the out-of-sample R? and RMSE are

identical whether the model is fit on raw or standardized predictors; standardization affects only

the reported coefficients and their standard errors, not the predictions.

6 Conclusion

A deliberately simple five-predictor linear model, fit with appropriate attention to FIPS harmoniza-
tion, variable scaling, and the spatial clustering of residuals, captures the demographic backbone of
the 2020 county-level Republican vote: educational attainment and non-Hispanic white share are
its strongest and most sharply estimated axes, population density adds an independent negative
pull, and income and age contribute modestly. The model accounts for 64.6% of in-sample variance
and generalizes to entirely unseen states with a held-out R? of 0.45 and an RMSE of about ten
percentage points. State-level cluster-robust standard errors, two-to-six times larger than their
classical counterparts, are the difference between an honest and an overconfident account of these
associations—and the fact that the core education and race effects survive that correction, while the
model’s characteristic failures in Hispanic South Florida and Native American reservation counties
expose the cost of a single racial covariate, together map both the reach and the limits of a purely
demographic reading of American electoral geography.
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